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01 Existing Infrastructure & Modernization 
Objectives

Main focus

– Business and IT drivers

– Limitations of the previous two-site model

– Target qualities expected from the new platform

– How the previous model worked

– Why two locations were not enough



Why This Project, Why Now?
Telecom IT services require infrastructure that can absorb failures without becoming an incident multiplier

Modernization driver
Reliable service foundation 

for the next years

Service criticality
More internal and customer-facing 

systems depend on virtual 
infrastructure

Site risk
A site-level incident could still 
become a service-level outage

Operational pressure
Maintenance and recovery required 

too many manual decisions

Platform evolution
Networking, security and application 

delivery needed a common model



Modernization Objectives
Each objective maps to a concrete architecture decision

Resiliency
Reduce the impact of site-level 

failures

Operational simplicity
Centralize visibility and standardize 

lifecycle tasks

Scalability
Create a consistent foundation for 

future workloads

Security consistency
Apply segmentation closer to the 

workload

Service availability
Add application-aware traffic 

handling

Maintenance flexibility
Support planned work with lower 

service impact

The project success criteria are architectural qualities, not isolated product features.



From Two Sites to One Resilient Platform
The architectural objective is not more infrastructure, but a single service foundation across locations

Previous model

Grude
Location 1

VMs / Apps

Storage objects

Legacy VLAN

Mostar
Location 2

VMs / Apps

Storage objects

Legacy VLAN

Separate service domains
Recovery depended on procedure

Target model

Grude
Site 1

VMs / Apps

Storage objects

Logical segments

Mostar
Site 2

VMs / Apps

Storage objects

Logical segments

Široki Brijeg
Witness

Integrated resiliency across compute, storage, 
networking and application delivery



Existing Failure Scenario: Primary Site Unavailable
Workloads located in the affected site were not automatically served from the other location

Grude
Affected location

VMs / Apps

Storage objects

Local VLAN/Subnet

×
Mostar

Available location

VMs / Apps

Storage objects

Local VLAN/Subnet

No automatic service 
takeover

Recovery procedure &
manual migration

The infrastructure provided physical separation, but the recovery behavior depended on operational execution.



Two Locations Did Not Mean Site Resilience
A second location is useful, but it is not a failover architecture by itself

What existed

Two physical locations

Separate workloads

Connectivity between sites

Local operational control

What was missing

Automatic site-level recovery

Storage quorum across sites

Consistent logical networking

Application traffic steering

Resulting risk

A site incident could 
still directly become a 

service outage until 
recovery actions were 

performed.



Previous Model Impact on Service Lifecycle
Manual dependencies slowed changes and increased maintenance risk

Change request
Location impact 

check
Network 

preparation
Manual recovery 

plan
Maintenance 

window
Post-change 

validation

Service lifecycle was strongly tied to infrastructure location and manual coordination.



What Success Looks Like
A modernized platform is measured by predictable behavior under stress

Operational behavior

Normal operation

Planned maintenance

Site-level incident

Expected platform qualities

— Clear fault domains and quorum decisions

— Centralized management of virtual 
infrastructure

— Consistent logical networking across 
locations

— Application-aware traffic distribution and 
health monitoring

— Controlled migration and validation 
workflow



02 Designing New Multisite Infrastructure 
Solution

Main focus

Target topology with Grude, Mostar and Široki Brijeg

Layered architecture across compute, storage, networking
and application delivery

Resiliency model with explicit failure domains



Architecture Design Principles

The design separates responsibilities across infrastructure layers

No single site as the service owner — Workloads must not be logically tied to one site only

Quorum-based failure decisions — Avoid ambiguous states during partition or site failure

Logical networking over physical constraints — Provide consistent connectivity independent of host location

Application-aware delivery — Direct traffic to healthy service endpoints



Infrastructure Layers of the New Platform
Site resiliency is achieved by combining multiple infrastructure layers

Centralized VM 
management

vCenter provides inventory, operations and lifecycle visibility

Compute vSphere hosts provide workload execution across production sites

Storage vSAN stretched cluster aligns data placement with site fault domains

Network virtualization NSX provides logical segments, routing and security model

Application delivery Avi provides virtual services, health monitoring and load distribution



Target Multisite Architecture Overview
Grude and Mostar form the production sites; Široki Brijeg provides witness/quorum function

Grude
Primary Site / Site 1

VMs / Apps

Storage objects

Logical segments

Mostar
Secondary Site / Site 2

VMs / Apps

Storage objects

Logical segments

Široki Brijeg

Witness Site / quorum

Multisite platform

Witness participates in availability decisions; it is not a production site.



03 Key Solution Components

Main focus

vCenter for centralized VM operations

vSAN for stretched storage and witness/quorum

NSX for logical networking and security

Avi for application delivery and health-aware traffic 
handling



vCenter – Centralized Infrastructure Management
A single operational control point reduces fragmentation across sites

vCenter
Inventory • Visibility • Lifecycle

Grude
Compute / storage / network inventory

Mostar
Compute / storage / network inventory

− Standardized operations view across locations

− Common entry point for cluster health, alarms, inventory and lifecycle workflows



vSAN Stretched Cluster Concept
Data placement is aligned with site fault domains and witness metadata

Grude
Preferred fault domain

Mostar
Secondary fault domain

Data Data Data Data

Witness
Metadata / tie-breaker

VM storage objects are protected according to 
policy and site fault domains.



The Witness Enables an Unambiguous Failure Decision
Witness provides a third vote so the platform can avoid split-brain behavior

Without a third decision point

Site 1
I may be active

Site 2
I may be active×

Ambiguous during partition

With witness/quorum

Site 1
I am active

Site 2
I am not active

Witness

×

One side retains quorum; the other is fenced from 
ownership



vSAN Failure Scenarios: Host vs Site
Different failures trigger different infrastructure behaviors

Single host failure

Host
×

Host Host

The cluster can keep services running if placement, 
capacity and policy requirements are satisfied.

Site failure

Grude
Lost

×
Mostar
Available

Witness

The surviving site and witness allow a clear 
ownership decision for protected objects.











NSX – Network Virtualization Layer
Logical networks are no longer tied one-to-one to the physical network layout

Physical underlay

Transport VLANs
Routing fabric

MTU
DWDM Site connectivity

NSX logical layer

Overlay segments
Tier-1 application routing

Tier-0 north-south connectivity
Distributed firewall / segmentation

Consistent network services across sites



25

UI/API entry point, 
Store desired configuration

Interact with other management 
components

Cloud Service Manager

NSX Container Plugin

vCenter(s)

NSX 
Manager

Automation (Ansible, Terraform, Python, Go etc…)

NSX High-Level Architecture

ESXi host

N-VDS

KVM host

N-VDS

NSX EdgeBare Metal
Server

NSX

Transport Nodes:

• Host workloads (VMs, containers) 
and services 

• Switch data plane traffic

Private Cloud

Linux
VM

NSX

Windows
VM

NSX

NSX
Cloud
GW

NAT

Public Cloud

VMware Cloud 
on AWS

VMs               Containers 

Maintain and propagate dynamic state 
within the system

Disseminates topology information 
reported by the data plane elements

NSX 
Controller

Control Plane

Data Plane

Management 
Plane

NSX Manager 
Appliance

NSX Manager 
Appliance

Cluster of 3 VMs (scale out + redundancy)

NSX Manager 
Appliance



Underlay vs Overlay
The underlay provides reachability; the overlay provides workload-oriented networking

Physical Underlay: routers, switches, transport VLANs, site links

VTEP VTEP VTEP VTEP

NSX Overlay: logical segments stretched/available to workloads using Virtual Tunnel Endpoints (VTEP)

Application segment Application segment Application segment



NSX Logical Routing and Connectivity
Tier-0 connects to the physical world; Tier-1 organizes application domains

Physical Network

Tier-0 Gateway
North-South edge

Tier-1 Gateway
Application routing

App Segment A App Segment B App Segment C

This model keeps external connectivity and application-domain routing responsibilities separate.









VMware Avi - Next-Generation Software Defined Platform for Application Delivery

Control Plane

Bare Metal Virtualized Containers
ON PREMISES

PUBLIC CLOUD

Data Plane

Avi Controller
(Customer-managed | SaaS)

ELASTICITY

Application Services Fabric

ANALYTICS / 
OBSERVABILITY

AUTOMATION

RESILIENCE

Avi Cloud 
Services

CENTRAL ORCHESTRATION



Product Capabilities

Software-Defined 

Platform

App 

Services

Auto-Scale
Elasticity/capacity 

management

Automation
Decision automation 

/ Self-service

Orchestration
Central management

Auto-Heal 
High availability 

and resiliency

Global Load 

Balancing

Kubernetes 

Ingress Services

Local Load 

Balancing

Analytics & Observability

 App, User, & Security Insights           Log Analytics            Behavioral & ML Engine

App Security

& WAF

GSLB

Cloud 

Console



Eronet Configuration

Cloud is the highest-level object representing the infrastructure environment in which the Controller deploys 
resources. Cloud defines how the Controller connects to the underlying platform — including VM orchestration, 
networking, and addressing.

Two Cloud objects have been created here:

INTRA-ERONET - Integration with the NSX and vCenter environment for internal services.

CLOUD-HTERONET - Integration with the vCenter environment for external services.



Eronet Configuration



Visibility and analytics



Integrated Architecture – Putting It All Together
Compute, storage, network virtualization and application delivery operate as one design

Grude
Site 1

VMs / Apps

Storage objects

Logical segments

Mostar
Site 2

VMs / Apps

Storage objects

Logical segments

vCenter management

NSX logical networking

vSAN stretched storage

Avi virtual services

Witness / quorum

The architecture is resilient because responsibilities are distributed across layers and sites.



04 Migration Strategy and Business Value

Main focus

Controlled migration from the previous model

Pilot workloads, phased migration and validation

Technical capabilities translated into operational outcomes



Migration Strategy: Controlled Transition
The migration approach reduces risk by separating foundation, pilot and rollout activities

1. Build foundation
Deploy and validate target 

platform before moving critical 
services

2. Pilot workloads
Use representative services to 
test migration and operations

3. Phased rollout
Migrate groups of workloads 
with validation and rollback 

criteria

Risk control is achieved through sequencing, validation checkpoints and clear operational ownership.



Technical Capabilities to Business Outcomes
Business value is the result of specific architecture changes

vSAN stretched cluster + witness Reduced impact of site-level infrastructure failures

NSX logical networking
Consistent connectivity and segmentation across 
locations

Avi virtual services
Application-aware traffic distribution and health 
monitoring

vCenter operations view Centralized management, alarms and lifecycle visibility

Phased migration model Lower transition risk and clearer rollback decisions



Key Takeaways
The new platform removes the site as a single service failure domain

− Two locations are not enough without a designed failover and quorum model.

− vSAN, NSX, Avi and vCenter each solve a different part of the availability problem.

− The witness site supports decision-making; it is not a production workload site.

− Application availability requires health-aware traffic management, not only VM availability.

− Migration success depends on discovery, phased rollout, validation and operational handover.

The result is a more predictable, manageable and resilient service foundation for HT Eronet.



Buzinski prilaz 10, 10010 Zagreb, Croatia
+385 1 6690 800
info@king-ict.hr

www.king-ict.com

Thank you for your attention!
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